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 The segmentation of brain tumors in MRI images still presents challenges because 

of the heterogeneous appearance of brain tumors, unclear tumor boundaries, and 

significant class imbalance, which can lead to less accurate and less interpretable 

automated brain tumor segmentation methods. To overcome these challenges, this 

study presents an accurate and reproducible framework for brain tumor 

segmentation in the BRISC 2025 dataset using a modified 2.5D UNet++ model 

with a multi-scale bottleneck. This study used an EfficientNet-B4 model for brain 
tumor segmentation in five adjacent axial brain MRI slices at 512 × 512 resolution. 

This approach enables the model to leverage more contextual information across 

five slices rather than a single slice. To improve the model's robustness, Kornia-

based data augmentation, mixed precision, and exponential moving averages are 

used. To mitigate the effects of severe class imbalance in brain tumor 

segmentation, the Dice and Binary Cross-Entropy loss functions are combined. 

To improve the reliability of brain tumor segmentation, the model uses flip-based 

augmentation during testing, validation-based threshold sweeping to determine 

the optimal threshold, and minimum-area filtering to eliminate false positives. In 

addition, the study used LayerCAM for brain tumor segmentation to improve 

model interpretability and to develop a CAM-rescue approach for handling empty 

or very small prediction problems. This study demonstrates the effectiveness of 
the proposed framework for brain tumor segmentation, achieving Dice scores of 

0.87 and 0.862 in validation and testing, respectively, and high AP and AUC 

values in validation (AP: 0.946, AUC: 0.996) and testing (AP: 0.947, AUC: 

0.995). This demonstrates the 2.5D UNet++ model's competitiveness with post-

processing for brain tumor segmentation. 
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1. INTRODUCTION 

Segmentation of brain tumors from MRI images is an 

important aspect of medical image analysis, as it is a crucial 

tool for diagnosis and treatment (Cai et al., 2023; 

Hatamizadeh et al., 2022). Convolutional neural networks 
with encoder-decoder architectures, such as U-Net 

(Ronneberger et al., 2015), have demonstrated strong 

performance in image segmentation. However, there are 

challenges in handling brain tumors of varying sizes and 

shapes across different patients' images. 

To address the limitations of existing models, this paper 

proposes a brain tumor segmentation framework based on 

the 2.5D U-Net++ (Zhou et al., 2018) architecture, with an 

efficient encoder based on EfficientNet-B4 (Tan & Le, 

2019) and a multi-scale bottleneck module. The proposed 

framework uses five consecutive slices of the brain MRI 

image, stacked as a 5-channel input image of size 512 × 512, 

from the BRISC 2025 BraTS-style dataset (BRISC 2025 
Challenge Dataset, 2025). The efficient encoder uses the 

mobile inverted bottleneck (MBConv) architecture, while 

the proposed framework's nested skip-connection 

architecture facilitates efficient feature fusion across 

multiple scales. 

To achieve stable optimization, the proposed framework 

uses the Dice loss function with the Binary Cross-Entropy 

(BCE) loss, which helps address class imbalance and 

accurately delineate tumor boundaries, regardless of tumor 
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region size. 

From the experimental results, the proposed framework 

achieves Dice scores of 0.878 on the validation set and 0.862 

on the test set, indicating reliable brain tumor segmentation. 

To improve interpretation, the proposed framework uses the 
Layer-CAM (Jiang et al., 2021) method after inference, 

which helps in understanding the brain tumor segmentation 

process. 

To conclude, the proposed framework leverages an efficient 

encoder, a nested skip-connection architecture, and a multi-

scale bottleneck module to achieve accurate brain tumor 

segmentation. The detailed flow diagram of the proposed 

MSB-UNet++ architecture is illustrated in Figure 1. 

 

 
 

Figure 1: Flow diagram 
 

1.1 Contributions of the work 
This paper proposes a reproducible 2.5D UNet++ method 

for brain tumor segmentation using the BRISC 2025 dataset. 

Our method is built upon an EfficientNet-B4 encoder, which 

is fed with five stacked MRI slices. To enhance feature 

representation at the deepest layer of our network, a multi-

scale bottleneck module is placed between the encoder and 

decoder. This module extracts features using parallel 

convolutional paths with different receptive fields, 

including conventional 3 × 3 convolution, dilated 

convolution, and depth-wise convolution. The resulting 

feature maps are concatenated and fused using a 1 × 1 
convolution operation to produce a unified representation at 

multiple scales before passing it to the decoder. 

The decoder mirrors the U-Net++ (Zhou et al., 2018) design 

and employs nested dense skip connections between 

encoder and decoder stages at matching resolutions. Each 

decoder blocks up-samples the feature maps, concatenates 

them with the corresponding encoder outputs, and then 

refines the outputs using additional convolutional layers. 

Finally, a 1 × 1 convolutional layer is used to produce a 

single-channel segmentation map of size 512 × 512, 

representing the tumor mask of the central slice of the 

original stack. 
This model leverages EfficientNet’s hierarchical feature 

extraction and incorporates dense skip connections from U-

Net++ and a proposed multi-scale bottleneck module to 

improve feature aggregation and more accurately localize 

tumor boundaries. 

At test time, the working threshold is calibrated using a 
validation-based threshold sweep rather than a fixed 

threshold, such as 0.5. The threshold that maximizes the 

Dice score on the validation set is selected as the optimal 

operating point. In addition, a minimum-area filtering step 

is applied to remove small isolated false-positive regions. 
 

For interpretability, Layer-CAM is applied after inference 

to visualize the regions that contribute most strongly to the 

segmentation predictions. These visualizations are used 

solely for qualitative interpretation and do not influence the 

segmentation outputs. Overall, the proposed framework 

provides a simple, efficient, and reproducible approach for 

BRISC brain tumor segmentation. 
 

The main contributions are as follows: 

● A 2.5D U-Net++ model that incorporates an EfficientNet-

B4 encoder with stacked neighboring slices to leverage 

inter-slice context without sacrificing efficiency. 

● A multi-scale bottleneck block that incorporates a 

combination of regular, dilated, and depth-wise 

convolution operations to increase feature set and 
segmentation model efficacy. 

● An inference strategy that is aware of calibration and 

incorporates a combination of validation-driven threshold 

tuning, test-time augmentation, and post-processing 

minimum area filtering to increase reliability. 

● A quantitative explainability strategy that leverages 

LayerCAM and assesses attention maps based on metrics 

such as Dice, IoU, and localization to evaluate how well 

they align with tumor regions. 

2. MATERIALS AND METHODS   

2.1 Dataset & Pre-processing 

In this study, the publicly available BRISC 2025 Brain 
Tumor MRI dataset is used for segmentation. The dataset 

comprises approximately 6,000 contrast-enhanced T1-

weighted (T1c) MRI slices with pixel-level ground truth for 

tumor segmentation. The dataset is provided at the slice 

level. The number of unique patients is not specified. Hence, 

all experiments are performed at the slice level. 

 

Unlike the BraTS dataset, the BRISC 2025 dataset consists 

of a single modality: T1-weighted contrast-enhanced MRI. 

There are no supplementary T2 and FLAIR modalities. 

Hence, the proposed framework does not use multi-modal 
fusion. Instead, the focus is on extracting spatial context 

information from neighboring slices. 

 

The proposed framework uses the 2.5D input concept to 

extract inter-slice context information. For this purpose, five 

consecutive axial slices are stacked along the channel 

dimension. The input tensor has dimensions 5 x 512 x 512. 

The segmentation target is the central slice. 

 

The dataset is split into a training set (80%) and a validation 

set (20%) based on the official training set. The test set is 
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held for final evaluation. Approximately 4,000 slices are for 

training, 1,000 for validation, and 1,000 for the test set. 

 

All the MRI images are resized to a standard 512 x 512 

image size. This is done to stabilize network training. The 
pixel values are normalized to improve training results. 

 

To improve network generalization, data augmentation is 

performed using the Kornia library, which leverages GPU 

acceleration. Random horizontal and vertical flips, rotations 

up to ±12°, random scaling and cropping up to ±15%, 

brightness and contrast adjustments up to ±12%, and 

addition of noise are carried out during data augmentation. 

It is important to note that the task is formulated as a binary 

segmentation problem (tumor vs. background). 

2.2 (2.5D U-NET++) 

The basic structure is a 2.5D U-Net++ encoder-decoder 
network for brain tumor segmentation. The input is 

composed of five consecutive magnetic resonance imaging 

(MRI) slices, represented as a 5-channel image of size 5 x 

512 x 512. The 2.5D structure of the input data is used to 

incorporate contextual information from the neighboring 

slices while maintaining the efficiency of the segmentation 

results for the middle slice. 

2.2.1 Encoder  

The encoder uses an EfficientNet-B4 convolutional model 

pre-trained on the ImageNet dataset. Through a series of 

stages, the encoder extracts features at a hierarchy of levels 
by reducing spatial dimensions while increasing channel 

dimensionality. This is achieved through a series of Mobile 

Inverted Bottleneck Convolution (MBConv) blocks (Tan & 

Le, 2019), which are further enhanced by squeeze-and-

excitation attention mechanisms. As the input progresses 

through the encoder, spatial dimensions are reduced at 

various levels (e.g., 512x512, 256x256, 128x128, 64x64, 

32x32, 16x16), allowing it to assimilate fine-grained local 

textures and high-level context relevant to tumor structures. 

2.2.2 Multi-Scale Bottleneck Module  

To improve feature representation in the network's deepest 

layer, a multi-scale bottleneck module is added between the 
encoder and the decoder. This module uses parallel 

convolutional layers with varying receptive fields, including 

the regular 3×3 convolution, the dilated 3×3 convolution, 

and the depthwise convolution. Finally, the concatenated 

outputs from the parallel branches are integrated using a 1×1 

convolution, producing a unified multi-scale representation 

used as input to the decoder. To improve feature 

representation in the network's deepest layer, a multi-scale 

bottleneck structure is used between the encoder and 

decoder. 

 In this structure, features are extracted using parallel 
convolutional operations with different receptive fields: the 

standard 3×3 convolution, the dilated 3×3 convolution, and 

the depth-wise convolution. The outputs from the parallel 

branches are concatenated and integrated using a 1×1 

convolution operation, which produces the unified multi-

scale representation, as mentioned in the following 

equation:  𝐹𝑏 =
𝐶𝑜𝑛𝑣1𝑋1(𝐶𝑜𝑛𝑐𝑎𝑡(𝐶𝑜𝑛𝑣3𝑋3(𝐹𝑒), 𝐷𝑖𝑙𝑎𝑡𝑒𝑑𝐶𝑜𝑛𝑣3𝑋3(𝐹𝑒), 

2.2.3 Depth-wise Conv (𝐹𝑒))) 

where 𝐹𝑒 is the encoder feature map in the deepest layer, and 

𝐹𝑏  is the fused bottleneck feature map. The parallel 

convolutions represent tumor structures across different 

receptive fields, and the 1×1 convolution fuses features 

before the decoding process. 

2.2.4 Skip Connections  

The architecture is based on the nested skip connection 

concept used in U-Net++. This allows dense 
interconnections to form between the layers of the encoder 

and decoder blocks at corresponding resolution levels. This 

helps progressive feature fusion across scales, thereby 

preserving spatial details that may be lost due to down 

sampling. The dense skip connections also help in reducing 

the semantic gap between the encoder and decoder feature 

representations. 

2.2.5 Decoder  

The decoder uses the network's feature maps to reconstruct 

the segmentation map by progressively up-sampling them 

and incorporating context information from skip 
connections. Finally, the output feature maps are passed 

through a 1×1 convolutional layer, producing a single-

channel segmentation map of size 512×512 representing the 

predicted tumor mask for the central slice in the input stack. 

The schematic of the proposed network architecture is 

shown in Figure. 2.  

 
Figure 2: Unet++ and Efficient with Multi-Scale Bottleneck 

Architecture Diagram 

2.3 Training Strategy 

2.3.1 Objective Function 

To improve segmentation performance, the Dice loss is 

combined with the Binary Cross-Entropy with Logits 
(BCEWithLogits) loss function. The combined loss function 

is given by: 

A composite loss is optimized. 

 L = 0.6 *LDice +0.4 * LBCEWithLogits 
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Where 𝐿𝐷𝑖𝑐𝑒  is the Dice loss, and  𝐿𝐵𝐶𝐸𝑊𝑖𝑡ℎ𝐿𝑜𝑔𝑖𝑡𝑠  is the 

binary cross-entropy loss with logits 

2.3.2 Optimizer and Learning Rate Schedule 

The AdamW optimizer is used for optimization. This 

optimizer separates the update of weight decay from the 

gradient descent update, which improves the network's 

generalization. 

Initial Learning Rate:  

          𝜂0   ==1x10−4 

Weight Decay: 1x10−4 

Cosine Annealing will be used to anneal the learning rate 

from its initial value to a minimum. The minimum value is 

defined as:  

           𝜂𝑚𝑖𝑛=1×10−6 

Training will run for a maximum of 40 epochs. The cosine 

annealing schedule helps the network learn the optimal 

learning rate, making the training process more stable. 

The batch size is 8. An early stopping criterion is also 

applied to halt training if the validation Dice score does not 

improve for 10 epochs. 

2.3.3 Batch Size and Early Stopping 

A batch size of 8 was chosen to optimize memory and 

network performance. Early stopping was also employed 

based on the validation set's Dice coefficient. Training was 

stopped if no improvement in the validation set's Dice 

coefficient was observed for 10 consecutive epochs. 

2.3.4 Mixed Precision Training and Hardware 

To accelerate computation and reduce GPU memory usage, 

we use Automatic Mixed Precision Training in PyTorch. 

2.3.5 Reproducibility 

To reproduce results, we set all random seeds in the system 

to 42 

2.3.6 Exponential Moving Average of Model Parameters 

To make the model more stable and generalizable, we use 

an exponential moving average of model parameters. This 

can be described as: 

θt
EMA  = λθt-1

EMA +(1-λ)θt 

where: 

- θt
EMA is the exponential moving average of model 

parameters at step t 

- θt is the current model parameters after each optimization 

step 

- λ is a decay factor 

- λ = 0.999 

This method can help obtain a more stable model that 

performs better than the original model during testing. 

2.4 LayerCAM Explainability 

LayerCAM (Layer-wise Class Activation Mapping) (Jiang 

et al., 2021) is used to interpret how the proposed 

segmentation model focuses on relevant tumor regions 

during prediction. This method highlights the spatial 

locations in the MRI slice that contribute most strongly to 

the segmentation output. 

 

Given an input MRI slice stack X, the network produces 

feature maps 𝐹𝑘 from a selected convolutional layer, where 

k denotes the channel index. A scalar target score S is 

derived from the foreground segmentation output (for 

example, the mean foreground logit within the predicted 

tumor region). Gradients are then backpropagated from this 
score to the feature maps to estimate the importance of each 

spatial activation: 

                 𝐺𝑖,𝑗
𝑘 =

𝜕𝑆

𝜕𝐹𝑖,𝑗
𝑘  

where 𝐺𝑖,𝑗
𝑘  represents the gradient of the score S with respect 

to the activation at spatial location (i,j) in the k-th feature 

map. 

Unlike Grad-CAM, which uses globally averaged gradients, 

LayerCAM performs pixel-wise weighting of feature maps 
based on their corresponding gradients. The LayerCAM 

attention map is computed as 

              𝐿𝑖,𝑗 = 𝑅𝑒𝐿𝑈(𝛴𝑘𝐺𝑖,𝑗
𝑘  ∗  𝐹𝑖,𝑗

𝑘  ) 

Where 𝐿𝑖,𝑗 denotes the resulting attention value at location 

(i,j). The ReLU (Rectified Linear Unit) function ensures that 

only positive contributions supporting the tumor prediction 

are retained. It is defined as 

          ReLU(x) = {   
𝑥   𝑖𝑓 𝑥 ≥  0

𝛼𝑥  𝑖𝑓  𝑥 < 0
 

The resulting attention map L is then upsampled to the 
original input resolution and overlaid on the corresponding 

MRI slice to visualize the regions where the model focuses 

during segmentation. 

The visualizations generated using the LayerCAM (Jiang et 

al., 2021) method clearly demonstrate that the model 

primarily attends to clinically relevant tumor regions, 

especially the enhancing tumor region, while paying 

minimal attention to surrounding background structures. 

This further indicates that the segmentation predictions are 

based on relevant tumor-related visual features rather than 

any irrelevant features. However, because the visualizations 
are based on the model's predictions, they may also be 

subject to some bias. Hence, they should be seen as 
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providing indicative insights into the workings of the model 

rather than conclusive evidence. Another important aspect 

to note is that LayerCAM is used as a post-hoc method to 

improve the model's interpretability and does not affect its 

segmentation predictions. 

2.5 Baselines for Comparison 

The proposed method is compared to existing recent state-

of-the-art methods, including classical 2D CNN-based 

models such as U-Net and their variants, as well as hybrid 

Vision Transformer-based models such as TransUNet 

(Chen et al., 2021), nnFormer (Zhou et al., 2021), PSPNet 

(Zhao et al., 2017), and Unet 3+ (Huang et al., 2020). The 

proposed model has comparable accuracy to state-of-the-art 

models and also provides attention heatmaps. 

2.6 Summary 

Thus, in conclusion, the proposed methodology is a strong 

segmentation framework based on the 2.5D UNet++ 

architecture, which uses EfficientNet-B4 as the encoder and 

provides explainability. This is achieved by using a hybrid 

loss function and selecting the threshold on validation sets. 

This ensures that the framework is strong in segmentation. 

Also, using post-hoc visualization techniques such as Grad-

CAM and Layer-CAM for segmentation ensures 

transparency in how the segmentation process is carried out. 

 

3. RESULTS AND DISCUSSIONS 

 

The 2.5D UNET++ model was tested using the BRISC 2025 

dataset and assessed using a combination of numerical and 

visual outputs (BRISC 2025 Challenge Dataset, 2025). This 

allows us to have a comprehensive understanding of what 

the model does well and what it does poorly. A particular 
focus was placed on the clinically relevant Enhancing 

Tumor (ET) region, as precise descriptions of ET 

boundaries are critical for treatment planning. 

 

3.1 Evaluation Matrix 

 

Dice Similarity Coefficient and Intersection over Union  

(IoU)  

The Dice Similarity Coefficient is defined as  

 

              Dice = 
2|𝑋∩𝑌|

|𝑋|+|𝑌|
 

 
 and the Intersection over Union (IoU) is defined as  

 

              IoU =
|𝑋∩𝑌|

|𝑋∪𝑌|
 

             

Where X denotes the predicted segmentation mask 

produced by the model, and Y denotes the ground-truth 

mask annotated by medical experts. In the Dice and IoU 

equations, the intersection term ∣X∩Y∣ counts the number 

of pixels correctly identified as tumor regions in both the 

predicted and reference masks. In contrast, the union term 

∣X∪Y∣ represents the total set of pixels in either the 
predicted or ground-truth tumor regions. These equations 

measure the spatial overlap between the predicted 

segmentation and the actual tumor boundaries, thereby 

enabling quantitative evaluation of segmentation quality. 

 

3.1.1 Precision and Recall 
 

Precision measures the number of correctly predicted tumor 

pixels divided by all the tumor pixels predicted, and it can 

be defined as: 

              Precision=
𝑇𝑃+

𝑇𝑃++𝐹𝑃− 

while Recall (sensitivity) measures the proportion of actual 

tumor pixels that are correctly detected, and is defined as 

              Recall = 
𝑇𝑃+

𝑇𝑃++𝐹𝑁− 

Where 𝑇𝑃+ denotes true positives, 𝐹𝑃− false positives, and 

𝐹𝑁− false negatives. Similar values of precision and recall 

indicate that the model effectively detects tumor regions 

while minimizing false positives. 

 

3.1.2 The ROC curve  

 
The ROC curve represents the relationship between the True 

Positive Rate (TPR) and the False Positive Rate (FPR) 

across different threshold values, where 

              TPR = 
𝑇𝑃+

𝑇𝑃++𝐹𝑁− 

and the FPR is defined as 

               FPR=
𝐹𝑃

𝐹𝑃+𝑇𝑁
 

Here, T𝑃+ denotes true positives, FP false positives, F𝑁− 

false negatives, and TN true negatives. The Area Under the 

ROC Curve (AUC) denotes the overall discriminative 

ability of the model and is mathematically expressed 

             AUC =∫ 𝑇𝑃𝑅(𝐹𝑃𝑅) 𝑑(𝐹𝑃𝑅)
1

0
 

3.2 Experimental Setup 

All evaluation metrics, Dice, IoU, Precision, and Recall, are 

computed per slice and then averaged across the entire 

dataset. Since there is no subject grouping available in the 

BRISC dataset, we do not use patient-wise evaluation.  

To perform ROC Curve and Precision-Recall Curve 

evaluation, predictions are evaluated pixel-wise by 
summing pixels across all slices, which can lead to high 

AUC scores due to class imbalance between tumor and 

background pixels. Because ROC and PR curves are 

calculated at the pixel level by combining predictions across 

all slices, class imbalance can lead to optimistic AUC 

values. 

To find the best binarization threshold, we sweep over all 

possible thresholds using only the validation set, then fix it 

before testing to avoid leakage. 
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3.2.1 Dataset Split 

 

The segmentation dataset for the BRISC 2025 challenge 

was split into training, validation, and test sets. This ensured 

proper evaluation without overlap between the training and 
test data. 

 

3.2.2 Implementation Details 

 

The experiments were conducted using PyTorch version 

2.10.0. The training process is end-to-end and uses the 

Adam optimizer with a learning rate of around 1e-4. To 

improve generalization, data augmentation techniques such 

as random flipping and rotation are employed. The model 

produces a single-channel mask that separates tumor and 

normal tissue. 

 
3.2.3 Hardware Configuration 

 

The tests were conducted on a workstation running an 

NVIDIA GeForce RTX 3090 with 24 GB of VRAM. 

Automatic mixed-precision training improves efficiency 

and reduces memory requirements. 

 

3.2.4 Inference Performance 

 

The experiments averaged 40 ms per MRI slice with a batch 

size of 1. 
 

3.2.5 Reproducibility 

 

To reproduce the experiments, the random seed is set to 42 

for consistent output. 

 

3.2.6 Evaluation Protocol 

To ensure fairness, we split the training, validation, and test 

data throughout the experiment. 

 

We split our dataset into three parts: training, validation, and 

testing. We train our network on the training set, while all 
hyperparameter tuning and selection are performed on the 

validation set. Finally, we use the testing set only once. 

 

During training, we use a mix of the Dice and 

BCEWithLogits loss functions. We do not use any 

thresholding during training because our network produces 

a continuous probability map. 

 

Once training is done, we use a thresholding method using 

the validation set. We use various possible values of 

threshold, denoted by t 𝜖 [0, 1], and choose the best 
threshold, i.e., the one that gives us the maximum Dice score 

on the validation set. The best threshold is then fixed. 

 

The procedure for performing an inference on the test set is 

as follows: 

 

● The model generates a probability map for the given 

input slices. 

● Test-time augmentations (horizontal and vertical flips) 

are performed, and the results are averaged. 

● The pre-defined threshold is applied for binarizing the 

probability map. 

● The minimum area filter is applied for filtering out 

small isolated regions with an area less than a pre-

defined value. 
 

No test data is used for thresholding, so there is no data 

leakage during model tuning. 

 

The performance of the model is evaluated for all the 

segmentation metrics, namely, Dice, IoU, Precision, and 

Recall, by averaging the performance over individual slices. 

For ROC and Precision-Recall curve evaluation, predictions 

are evaluated at the pixel level by taking the union across all 

slices. However, due to a large imbalance between tumor 

and background pixels, ROC and PR curve performance 

may appear optimistic; therefore, it is recommended to use 
overlap-based performance metrics, namely Dice and IoU, 

to evaluate the model's performance. The model's 

performance on the test set is evaluated using a single 

evaluation with the predefined threshold and the calibrated 

pipeline. 

 

3.3. Quantitative Results 

Table I summarizes the segmentation performance of the 

proposed model on both the validation and test sets. The 

model achieved Dice scores of 0.8780 and 0.8619 and IoU 

values of 0.8090 and 0.7922 on the validation and test sets, 
respectively, indicating strong overlap between the 

predicted tumor masks and the ground-truth annotations.  

These results demonstrate that the model accurately 

localizes tumor regions while maintaining strong 

generalization to unseen data.  In addition, the overall pixel 

accuracy reached 98.7%, suggesting a high level of 

agreement between predicted masks and reference 

annotations. However, segmentation performance for 

relatively small or less-represented tumor subregions, such 

as necrosis and edema, was comparatively lower, which 

may be attributed to class imbalance and the limited spatial 

extent of these structures within the dataset. 

Table 1: Segmentation metrics across classes    

3.4 Quantitative Performance Visualization 

Dice vs. Epoch: Dice rises rapidly in the first ~8–10 epochs, 

then plateaus ~0.86–0.88 on validation with a small train–

Class Dice  IoU Precision Recall 

VAL 

(postproc, 

EMA) 

 

0.8707

10  

0.801029 

 

 

0.890077 0.886

67 

TEST 

(postproc, 

EMA) 

0.8522

04 

 

 

0.780812 0.881707 

 

0.884

987 
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val gap, indicating good generalization and the benefit of 

per-epoch threshold tuning. 

 
Figure 3: Learning curves showing train Dice, validation 

Dice at fixed 0.5, and validation Dice at the per-epoch 

optimal threshold 

Loss vs. Epoch (train/val): Both training and validation 

losses decrease smoothly without divergence, suggesting no 

overfitting under the chosen schedule. 

 

Figure 4: Hybrid loss for train and validation over epochs 

Validation IoU vs. Epoch: IoU steadily improves and 

saturates near ~0.80 after ~20 epochs, which mirrors the 

Dice stabilization 

 

Figure 5: Validation Intersection-over-Union (IoU) across 

training epochs 

Validation Precision & Recall (best threshold) vs. Epoch: 

Precision and recall increase simultaneously to 

approximately 0.86-0.88. This indicates a good balance 

between false positives and false negatives at the optimal 

threshold. 

 
 

Figure 6: Validation Precision & Recall (with best 

threshold) vs. Epoch 

Validation Dice vs. Threshold (sweep): The optimal value 

for the Dice metric is seen at approximately t ≈ 0.35-0.40 

(~0.871), after which it starts decreasing. This is consistent 

with our decision to use a threshold below 0.5. 

 
Figure 7:  Validation Dice as a function of binarization 

threshold. The optimal threshold is approximately at 0.35-

0.40 

Validation IoU vs. Threshold (sweep) 

IoU is maximized at approximately t ≈ 0.35-0.45 (~0.801), 

after which it starts decreasing. This is consistent with our 

decision to use a threshold below 0.5. 
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Figure 8: Validation IoU as a function of binarization 

threshold. IoU is maximized at approximately 0.35-0.45 

Test Precision–Recall Curve: The PR curve is close to the 

top edge with AP = 0.9468. 

 
Figure 9:  Test set precision-recall curve with AP = 0.9468 

3.4.1 Test ROC Curve:  

The test ROC curve is close to the top-left corner, with an 

Area Under the Curve (AUC) of 0.9951. 

The AUC value is high, indicating that the model is good at 

classifying tumor and background pixels. 

 
Figure 10: Test set ROC curve with area under the curve 

(AUC) = 0.9951 

3.4.2 Validation Precision–Recall Curve: 

The validation PR is close to the test PR, with AP = 0.9461. 

 
Figure 11: Precision-recall curve for Validation with AP = 

0.9461 

3.4.3 Validation ROC Curve: 

The Validation ROC curve also yields an AUC of 0.9960. 
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Figure 12:  Validation ROC curve with AUC = 0.9960 

3.5 LayerCAM Metrics and Visualization 

3.5.1 LayerCAM Dice 

The Dice overlap between the LayerCAM attention maps 

and the tumor ground-truth masks varies across test images, 

with an average of about 0.35. The Dice similarity 

coefficient is defined as follows: 

                       Dice=
2|𝐴∩𝐺|

|𝐴|+|𝐺|
 

where A is the binarized attention region from the 

LayerCAM map, and G is the ground-truth mask of the 

tumors. The distribution of Dice values indicates a few 

slices with Dice scores above 0.6, suggesting strong spatial 

correspondence between the attention regions and the 

ground-truth tumor masks. On the other hand, there are also 

slices with lower values, possibly due to small or weakly 

visible tumors. However, the average Dice value of 0.35 

across the test images indicates that the model's internal 

attention consistently overlaps with the relevant tumor 

regions, despite the attention maps highlighting only the 

most discriminative regions of the images. 

    

Figure 13: LayerCAM Dice similarity across test images 

3.5.2 LayerCAM IoU 

The IoU between the LayerCAM attention maps and the GT 

tumor masks across the test images is around 0.212. The IoU 

metric is defined as: 

                 IoU=
|𝑨∩𝑮|

|𝑨∪𝑮|
 

where the symbol A represents the binarized attention 

region obtained from the LayerCAM attention heatmap, and 

the symbol G represents the GT tumor mask. From the IoU 

distribution, several slices show higher IoU values, ranging 

from 0.4 to 0.6. This suggests that the attention maps are 

spatially similar to the GT tumor masks. On the other hand, 

the IoU is low for slices with a small tumor size and low 

tumor visibility. In such cases, the attention maps are more 

focused on the highly discriminative regions. The average 

IoU of around 0.212 suggests that the attention maps are 

moderately similar to the GT tumor masks. This also 

suggests that the network is focusing on the tumor's 

clinically relevant regions. 

        

Figure 14: LayerCAM IoU across test images 

3.5.3 LayerCAM Localization: 

The localization of the LayerCAM attention maps relative 

to the ground-truth tumor masks for the test images is shown 

in the figure above. The average localization is around 0.60. 

The localization metric is given by 

 Localization =
|𝐴∩𝐺|

|𝐺|
 

where A represents the binarized attention region obtained 

from the LayerCAM attention maps, and g represents the 
ground-truth tumor mask. The above figure shows the 

distribution of the localization metric for the test images. 

From the figure above, it is evident that the localization 

metric across several slices is higher than the average 

localization. For instance, the localization metric for several 

slices is higher than 0.7 and 0.9. This indicates that the 

attention maps effectively focus the network's attention on 
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the entire tumor structure. The localization metric across 

several slices is low because the tumor is small. In such 

cases, the attention maps direct the network's attention only 

to the tumor's discriminative regions. The average 

localization metric for the test images is around 0.60. This 
indicates that the attention maps effectively focus the 

network's attention on the entire tumor structure. 

  

Figure 15: LayerCAM Localization across test images 

3.6 Ablation Study 

In this study, an ablation study using our validation set was 

conducted to assess the impact of calibration and post-

processing steps. Table 2 lists the resulting Dice score for 

various configurations. 

The key takeaways are clear: using a learned threshold is 

better than using a fixed value of 0.5. The minimum area 
filter also reduces noise by filtering out small false positives, 

resulting in a marginal but noticeable increase in the Dice 

score. Moreover, finally, using EMA-stabilized weights 

provides an additional refinement. 

Table 2  Ablation study (validation dice score) 

3.7 Qualitative Results 

The visual results in Figures 16 and 17 show that both 

LayerCAM and Grad-CAM successfully highlight the 

regions of interest the model has focused on during 

segmentation. The highlighted regions match well with the 

actual tumor boundaries, especially in enhancing tumors. 

Moreover, the heatmaps in Figure 17 show that the model 

has focused on the most important tumor regions and 
completely ignored irrelevant background regions. 

However, some minor inconsistencies have been observed 

in the necrotic and edematous regions due to class 

imbalance in the dataset. Hence, it is clear that the model 

has produced accurate and interpretable segmentations. 

 

3.8 Training Dynamics and Performance 

The training process remained smooth throughout, as 

evidenced by the consistent decrease in loss and the gradual 

increase in Dice score across successive epochs. This 

ensures that the model has learned accurate, meaningful 

representations from the training data without overfitting. 
Moreover, the model has learned well and achieved 

comparable performance on both the validation and test sets. 

 

The results obtained from the interpretability analysis using 

LayerCAM and GradCAM also reinforce this evidence. The 

visualizations produced by both methods have consistently 

highlighted regions that correspond to actual tumor regions, 

particularly the enhancing tumor subregions, while 

minimizing irrelevant background information. This 

evidence supports the claim that the model relies on 

meaningful, task-relevant information rather than spurious 
correlations. However, it must be noted that these 

visualizations are based on the model’s predictions and, 

therefore, may have inherent bias; therefore, it must be 

noted that this is not a definitive explanation for model 

reasoning. The results show that the model provides strong, 

reliable segmentation, as evidenced by both quantitative and 

qualitative analyses. The consistency of results across 

different evaluation sets also demonstrates that the proposed 

method is robust. 

 

These results have shown that this model not only has 

potential as a reliable and accurate segmentation tool, but 
Also, as a reliable and accurate model framework for brain 

tumor segmentation tasks. 

Figure 16: XAI analysis using layercam 

Setting Validation 

Dice 

Base model (threshold = 0.5) 0.845 

Multi-scale bottleneck 0.851 

+ Optimal threshold (validation sweep) 0.868 

+ Minimum-area filtering 0.874 

+  EMA weights (final model) 0.878 
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Figure 17: XAI analysis using LayerCam 

3.9 Explainability and XAI Insights 

To better understand the decision-making process of the 

proposed 2.5D U-Net++ segmentation model, we applied 

Explainable Artificial Intelligence (XAI) methods using 
LayerCAM and GradCAM activation maps. As shown in 

Figures 16 and 17, the proposed XAI approaches generate 

the activation maps that represent the areas with the highest 

contribution to the segmentation prediction. The activation 

maps show that the proposed segmentation network focuses 

on the clinically relevant areas of the tumor and the 

enhancing tumor regions. On the other hand, the 

background areas are mostly neglected by the proposed 

segmentation network. The quantitative evaluation of the 

attention maps also proves this behavior. The LayerCAM 

explanations achieve an average attention Dice score of 

around 0.35 and an IoU of around 0.21. Moreover, the 
LayerCAM explanations achieve a localization score of 

around 0.60. This shows that the proposed network focuses 

on the tumor's relevant areas rather than the background. In 

other words, the proposed network focuses on the tumor's 

relevant areas rather than the background. Moreover, the 

overlay visualization of the proposed XAI approaches 

shows that the highest responses are obtained in areas within 

the tumor. On the other hand, the error maps show that the 

highest errors occur in the areas around the tumor and in the 

slices with the smallest tumor. This behavior is consistent 

with the attention-based XAI approaches. Attention-based 
XAI approaches primarily focus on the relevant areas of the 

tumor and the background. In other words, the attention-

based XAI approaches mostly focus on the relevant areas of 

the tumor and the background. Therefore, the XAI 

approaches provide strong qualitative and quantitative proof 

that the proposed segmentation network is focusing on the 

relevant areas of the tumor.  

 

3.10 Comparative Analysis 

The proposed model is compared with the conventional 

segmentation models, such as U-Net, UNet++, and 

DeepLabV3, using the same dataset. From the result in 
Table 3, the proposed model has shown significant 

improvements in the Dice and IoU scores. This is because 

the efficient feature extraction capability of the 

EfficientNet-B4 and the multi-scale bottleneck are utilized. 

 

The proposed 2.5D UNet++ segmentation framework is 

compared with existing segmentation-based approaches. 

Compared with existing approaches, such as 2D U-Net 

variants, the proposed framework has achieved significant 

improvements by incorporating UNet++ and EfficientNet-
B4. Compared with existing 3D segmentation approaches, 

such as convolutional and transformer-based methods 

(Ahmed et al., 2024; Milletari et al., 2016), the proposed 

framework has shown competitive Dice scores. In addition, 

the proposed framework has shown significant 

improvements in computational resource requirements. 

 

The proposed UNet++ segmentation framework is 

compared with existing segmentation approaches. 

Compared with existing segmentation approaches, such as 

2D U-Net variants, the proposed framework has achieved 

significant improvements by incorporating UNet++ and 
EfficientNet-B4. Compared with existing segmentation 

approaches, such as 3D convolutional and transformer-

based methods, the proposed framework has shown 

competitive Dice scores. In addition, the proposed 

framework has shown significant improvements in 

computational resource requirements. 

 

The new framework stands out, especially when compared 

with existing segmentation approaches. It works as well as, 

and in some cases even better than, existing approaches 

based on convolutional or transformer models. It is also 
noteworthy for its efficiency, as it uses less memory and 

trains faster. In all, the new framework promises significant 

improvements in performance and resource usage while still 

competing with existing segmentation approaches. 

Table 3: Quantitative comparison of segmentation models 

on brisc 2025 (test set) 

Model Enco

der  

Dice IoU Precision Rec

all 

U-Net 

 

 
ResNe

t34 
(He et 
al., 
2016) 

0.831 

 

 

0.751 0.856 

 

0.8

42 

UNet++ ResNe
t34 
(He et 
al., 
2016) 
 

 

0.846 0.766 

 

 

0.864 0.8

55 

DeepLabV3 ResN

et50 

0.838 0.758 0.860 0.8

47 
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Proposed 

2.5D 

UNet++ + 

EfficientNet
B4 and 

multi-scale 

bottleneck 

Efficie
ntNet-
B4 

(Tan 
& Le, 
2019) 

0.862 0.792 0.885 0.8

82 

 

4. CONCLUSIONS  

The study proposes a framework for brain tumor 

segmentation that combines a 2.5D UNet++ backbone, 

EfficientNet-B4, and a multi-scale bottleneck module. The 

framework is tested using the MRI-based brain tumor 

segmentation dataset for the BRISC 2025 challenge. The 

framework is compared with the current state-of-the-art 
approaches for brain tumor segmentation. The results are 

promising and demonstrate strong performance in brain 

tumor segmentation, with high Dice Index scores across 

both the validation and test sets. 

 

The proposed framework has achieved excellent 

segmentation performance. LayerCAM has been used as an 

explainability tool for the proposed framework. LayerCAM 

has been used to visualize regions of the input image that 

affect the proposed framework’s predictions.  

 
The proposed framework has achieved excellent 

performance in brain tumor segmentation.  
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